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ASSIGNMENT - NOVEMBER 1999



A parser for Modula 2





One of the neat features of lisp is the ease with which you can imbed other languages in it. As an example, we are going to take a look at an implementation of a parser for Modula 2.



The first stage in writing any compiler is figuring out how to get a program (written by the programmer as a sequence of characters, typically to a disk file) represented in terms of the constructs which are relevant to the programming language which we are compiling. A program has to be deconstructed into declarations, statements, assignments, function calls, loops and so on, and all we have to start with is a sequence of characters (the program itself) and a grammar.  The grammar is a set of rules which tell us how elements of the language may legally be combined to form programs or - to be more precise - how programs can be ripped apart into their constituent elements. This process of deconstruction is called parsing.



I have picked up a grammar for Modula 2 off the Web (see file “mod2-ebnf.txt”), hacked it around by hand a little to turn it into lisp-like forms, and removed obvious bugs (see file “mod2-ebnf.lisp”). I then wrote a parser for it. The grammar is just over 800 lines of lisp code. The full parser clocked in at around 300 lines (excluding comments). I am supplying you with the grammar itself plus getting on for half of the parser, and you are invited to fill in some or all of the gaps. My full implementation of all these gaps came out at under 200 lines of code (again, excluding comments).



In this document you will find

An introduction to how these grammars work

A manifest of files supplied and their location on the server “beta”

A list of deliverables

Any other ground rules which have occurred to me

A list of tasks and the marks available for each





The assignment is due by the end of week 11 (December 10th – room 616 closes at 3:15 p.m.)







Nick Levine

1999-11-02

�GRAMMARS



A formal grammar consists of a number of statements, which when combined can describe many interlocking concepts. 



As an example, suppose we want to describe dinosaurs. We approach them from the front and after intensive study of the fossil remains find that they consist of the following (in this order)

head

teeth

maybe repeated - i.e. more - teeth (these brutes were not known for their playful disposition) 

optionally, claws

tail



So here we have dinosaurs, described in terms of heads, teeth, claws, and tails, along with the concepts of an ordering, repetitions and optional bits. To be precise:

if certain items are marked as "ordered", then they all have to present and they have to observe that order. If we encounter first a head, then a tail, and then a pile of teeth, then we're not looking at a dinosaur (because it doesn't precisely match the definition above). Maybe we found the remains of the dinosaur's breakfast?

if an item is marked as "repeated", then it may occur any number of times. By convention, zero is an acceptable number here. So note that the above definition of dinosaurs insisted on the front row of teeth and then said that there might or might not be any number of extra rows.

if an item is marked as "optional", then it may optionally occur (once only) and equally it may validly be absent.



Or, to take another example, suppose we want to describe tosses of a coin. We might get either a head or a tail. So now we have a fourth way of combining items in our descriptions:

if certain items are marked as "a choice", then only one of them need be true. (Note: there is a weakness in this statement. I haven't said what happens if more than one is true. See below.)



The four "combining forms" (ordered, repeated, optional, choice) and the verb "is described by" have frequently used notations, thus:



dinosaur :-  ..... ;



means a dinosaur is described by whatever came between the ":-" and the ";"



head, teeth, claws



denotes an ordering: we must first satisfy the requirement for a head and then we must satisfy the requirement for teeth and then we must satisfy the requirement for claws



[claws]



denotes optional claws



{teeth}



denotes repeated teeth



head | tail



denotes a choice: we can have a head but failing that we'll try for a tail.



We put the whole thing together like this:

dinosaur:- head, teeth, {teeth}, [claws], tail;

coin:- head | tail;



Some examples:

Suppose we are looking for a coin and we find a head. OK, we got the coin.



Suppose we are looking for a coin and we find a tail. OK, we got the coin again.



Suppose we are looking for a dinosaur and we find a head. OK, we're started. Now we need to find teeth. Suppose we find them. Now we try for repeated teeth. Found more teeth? Suppose we didn't - because the next item turns out to be a tail - never mind, the repetitions weren't compulsory, so we move on. CAREFUL - WE HAVE TO BACKTRACK SO THAT THE TAIL DOES NOT COUNT AS HAVING BEEN SEEN YET. Now we try for optional claws - but all we can see is the tail. So the claws weren't there - never mind, we backtrack again (so that once more, next time we look for an item what we see will be the tail). Finally, to complete the ordering, we look for a tail and Bingo! we have parsed a complete dinosaur. 



Suppose we are looking for a dinosaur and we find a tail. Alas. Our search has failed altogether. Moral: in some places it's OK to fail to find something (because it was optional), others it isn't.



Now, say we playfully add the following definition to our grammar

buried object:- coin | dinosaur;

and start looking for buried objects:



So here we are, looking for a buried object and suppose we turn up a tail. We start by assuming it's a coin, so we ask whether finding a tail matches looking for a coin. The answer is "yes", and in fact the tail matches the complete definition of a coin, so we can go home happy.



Or, say we are looking for a buried object and suppose we turn up a head. We start by assuming it's a coin (because that's the first in the list of choices), so we ask whether finding a head matches looking for a coin. The answer is "yes", and in fact the head matches the complete definition of a coin, so we think we can go home happy. Aha. Trick question. This wasn't a coin, it was the start of a dinosaur…



This last example illustrates the basic weakness in the whole approach: by only looking at the next requirement we might miss out on the global picture. Do not attempt to toss a velociraptor. They bite.



We can work around the bug in this particular case, thus:

buried object:- dinosaur | coin;

This way around, if we come up against a head, we will try it out as a dinosaur head first (by checking for teeth). If that fails, we can assume it was a coin head and all is well.



Finally, here is my lisp version of the above. I hope the meaning of the following is reasonably obvious.



 (defparse dinosaur 

   (ordered head

            teeth

            (repeated teeth)

            (optional claws)

            tail)))



(defparse coin 

   (choice head

           tail))



(defparse buried-object

   (choice dinosaur

           coin))



[See also example at end of the examples file.]

�MANIFEST



The following files may all be downloaded from

	http://beta.csd.anglia.ac.uk/~nlevine/assignment/

This document is "assignment.doc"

Lisp file "mod2-ebnf.lisp" contains forms which describe the Modula 2 grammar; text file "mod2-ebnf.txt" is the original from which the lisp was derived.

Lisp file "parse.lisp" contains code to oversee the parsing operation, plus a plethora of comments and handy tips.

Word file "examples.doc" contains a number of examples of the application (and bits of it) in use.

Lisp file "input-output.lisp" contains almost nothing. This is where you come in.

Subdirectory "source" contains a small number of sample Modula 2 files, one of which won't work until you attend to task 7.





DELIVERABLES



Immediately after the cover sheet, a listing which of the tasks below you have attempted.

A listing of file "input-output.lisp" containing all your source code, as described in the list of tasks below. Please note that:

All code listings must be printed in a fixed-width font and sufficiently correctly indented that I do not feel a burning desire to re-indent them and print off a new copy myself. 

Code should be sufficiently well commented that I understand your intent. Well commented but partially broken code will attract good partial credit.

If you have made any changes to "parse.lisp" other than commenting in / out the print-object and load forms, then you must include a full listing of this file as modified with all changes clearly commented.

If you make any changes to "mod2-ebnf.lisp" please copy these changes into a new file "mod2-changes.lisp" and include a listing of this. I do not want all 800 lines of the original returned to me.

Printouts of listener sessions demonstrating your code in action. There should show clearly that every function which you claim to work does indeed do so. I am interested in your ability to parse correctly a variety of input strings, including failing cases, and to show that the state-position has been left at the appropriate place for the parse to continue.

 Again, this should be in fixed width font.

Any written evidence to support achievements in the Added Value tasks, instructions for how to run your code if appropriate, and so on.

A floppy disk containing all your working source, in other words all  three .lisp files whether modified by you or not. 

See separate rules accompanying task 6.







GROUND RULES FOR THE TASKS



Tasks 1-5 are considered "basic", task 6 is an "extra", tasks 7-11 are "added value".

Be aware that I have not attempted any of the "added value" tasks myself and therefore cannot comment on what pitfalls might or might not await you. 

YOU MUST MAKE A SATISFACTORY ATTEMPT AT FOUR (OR ALL FIVE) OF THE BASIC TASKS (THE FIRST FIVE), BEFORE YOU QUALIFY FOR MARKS ON ANY OF THE ADVANCED TASKS (NUMBERS 7 ONWARDS). My advice, for what its worth, is to work through tasks 1 to 5 in order. 

I will not award more than 100 marks to any individual, so submitting for 185 marks verges on pointless enthusiasm. One or two advanced tasks might be appropriate if you feel up to them.

Enjoy.

�TASKS



Note: When I ask for "a function", I am not expecting you to necessarily code it as a single function. You may or may not need any number of helper functions.



Basic Task One (15 marks maximum): In file "parse.lisp" you will find the structure definition 



(defstruct state

  buffer 

  position)



The state will be used for passing around the string which we are parsing and a position marker to show how far into the string we have parsed. The first task in each attempt to parse something is to find the start of the next "item" in the string. This might be the position given to us or it might be further down the string, depending on whether there is any whitespace to skip. (Whitespace means spaces, tabs, newlines and comments, which in Modula 2 start with "(*" and end with "*)".)



Write a function skip-header which should take one argument – a state – and advance its position field to point to the first non-whitespace character at or after the current position. Your function should not call aref directly - use the function buffer-char given in "parse.lisp", to ensure that if we run over the end of the string then proper error recovery will take place – the parse may be able to backtrack and continue! I do not care what value skip-header returns, so long as it sets the state-position correctly.



You will find examples of calls to all functions required in tasks 1-4, in "examples.doc". The function count-semicolons in "parse.lisp" might be of interest.



Basic Task Two (15 marks maximum): The parser starts off with high-level concepts, like looking for a program, and ends up at the deepest level either trying to match a given string (such as "MODULE" - in fact, any of the strings in "mod2-ebnf.lisp") or an identifier (for instance, a variable name) or a constant (e.g. a number). Let's deal with the first of these.



Write a function match-string which takes two arguments: a string and a state. If the next item in the state is that string, advance the state-position appropriately and return the string. If not, call (fail). 



You will probably find functions skip-header and Common Lisp's string= useful. Take care when matching a string at the end of the buffer (see examples for failing case).



Basic Task Three (15 marks maximum): The output from the finished parser will be a node which contains other nodes which contain other nodes, etc. Even a really short pseudo-program such as 

	"MODULE foo; VAR bar:INTEGER; BEGIN WriteLn END foo."

will parse to a set of nested structures containing over 30 nodes. The printout is revolting (see "examples.doc"), which is why I have written a print-object method for nodes (to limit screen-junk).



Write a function expand-node which takes a node and produces a human-readable printed representation of it. You should adopt the following algorithm:

print the node's name followed by a colon

if a node's contents field is a non-list, or a list of only one item, print it on the current line

if the node's contents field is a list of more than one item, print each of them via expand-node on lines of their own with increased indentation

Your function can return whatever value you feel is appropriate.



�Basic Task Four (15 marks maximum): Each defparse form in "mod2-ebnf.lisp" creates a function definition (see the macroexpander for defparse in "parse.lisp"). These functions invoke 

various aspects of parser control, such as satisfy, ordered, etc. which are provided for you in  "parse.lisp", 

the function match-string which you have already implemented, and 

other functions defined by other defparse forms. 

For example,

(defparse compilation-module

  (choice program-module

          definition-module

          implementation-module))

defines the function compilation-module which invokes the functions satisfy choice program-module definition-module and implementation-module.



Four functions remain undefined at the end of this process, because they cannot be implemented this way. For this task, you need to implement two of them, the others constitute Task Five.



You might want to check you know how to use Common Lisp's subseq before launching into this.



a) A string in Modula 2 is any sequence of characters bounded at each end by a delimiter -- one of the characters ' or " (the same delimiter at each end of the string). For example, the following are legal Modula 2 strings:

	"Aren't you enjoying your assignment yet?"

	'Shame, it was all going so well.'



Implement the function string-literal which should take a state and match a Modula 2 string from it, skipping leading whitespace and fixing up the state's position afterwards. Take the usual action on failure. 



If it succeeds your function should return a fresh node, whose name is the symbol string-literal and whose contents field is a list containing the string matched (without delimiters).



b) An identifier in Modula 2 is a letter (upper or lower case, and please be aware that Modula 2 is case sensitive, so you should be likewise) followed by any number of letters or digits. Examples:

	NumberOfStudents

	foo

	wombat42aardvark



Implement identifier,  which should take a state and either fail or return a fresh node whose name is the symbol identifier and whose contents field is a list containing the name of the identifier matched. Usual cleanups before and after.



Basic Task Five (25 marks maximum): The grammar for real numbers and integers is as follows:



whole number literal = digit, {digit} | octal digit, {octal digit}, ("B" | "C") | 

digit, {hex digit}, "H";

real literal = digit, {digit}, ".", {digit} [scale factor];

scale factor = "E", ["+" | "-"], digit, {digit};

hex digit = digit | "A" | "B" | "C" | "D" | "E" | "F";

digit = octal digit | "8" | "9";

octal digit = "0" | "1" | "2" | "3" | "4" | "5" | "6" | "7";



Implement the functions whole-number-literal and real-literal. The former might be easier if you bind *read-base* appropriately; both will benefit from the function read-from-string (but beware of the gotcha in its argument list).



�Extra Task Six (10 marks maximum): Consider the macroexpansion of 

	(fail-catch (satisfy type state) state) 

In other words consider the following code fragment:



(block fail-catch

  (setf (state-position state)

        (prog1 (state-position state)

          (catch 'fail

            (return-from fail-catch

              (satisfy type state)))))

  nil)



Now come and explain to me how fail-catch works.



Rules for this task: 

You must locate me in my office (337H) before 3:15pm on Friday December 10th. If I am busy (for example, if I am listening to somebody else's explanation at the time) then I will arrange a time for you to come back and send you away. If you come on the morning of December 10th and there's too long a queue for you to get seen, that's your problem and not mine. Repeat: it's your responsibility to find me and not the other way around. Come early and avoid the stampede.

You must turn up on your own without written notes etc. and explain to me verbally how the above code fragment works. I will have a copy of it pinned to the wall for you to point at. 

There are two basic paths through this code. I want to hear about both of them.

If you get it wrong I will advise you of this and send you away to consider the problem again. 

Maximum of two visits allowed, better of the two scores will be recorded.



Added Value Task 7 (10 marks maximum): Find, describe, demonstrate and fix any remaining bugs in "mod2-ebnf.lisp". I know of at least one, you have my permission to entertain me by finding others.



Added Value Task 8 (20 marks maximum): Get empty-statement (in "mod2-ebnf.lisp") to work.



Added Value Task 9 (20 marks maximum): The implementation in "parse.lisp" does not recover from parsing errors: if none of the requirements can be satisfied then parse-string signals an error and quits. Implement:

user-friendly error reporting (in other words, state cleanly where the parsing broke down and what the problem was) and 

error recovery so that the parse can (maybe not under all circumstances) continue, to look for any further errors in the code



Added Value Task 10 (15 marks maximum): For some reason which escapes me now, I converted the original grammar into lisp forms "by hand" (albeit involving simple code to perform certain repetitive transformations). This was time-consuming and painfully error-prone. Implement a parser of grammars, so that files such as "mod2-ebnf.txt" can be processed into defparse forms automatically.



Added Value Task 11 (25 marks maximum): The first stage in writing a compiler is the parser. What would you do next? Consistency checking? (Nothing used unless declared first.) Type analysis? Or what? Do not implement a full Modula 2 compiler at this point! 







A parser for Modula 2
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